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Where We Are
Three things are already on the table from yesterday:

A character evolves along a branch as a continuous-time Markov chain, described by a matrix of
rates, 
Feed that a rate and an elapsed branch, and it returns the probability of the changes we can actually
see
Only rate × time is identifiable — double the rate, halve the time, and the model cannot tell. So we fix
the scale, and a branch length means an expected number of substitutions per character, not a
span of years

Today — the rest of the machinery, then the payoff:

1. Which  do we use for cognates? Mk, and its asymmetric cousin
2. Why a reversible model cannot root a tree
3. Ascertainment bias and rate variation: two corrections without which the numbers are wrong
4. Felsenstein's pruning algorithm — the likelihood, computed by hand on four Romance languages
5. Bayes and MCMC: turning that likelihood into a posterior over trees
6. Priors, dating, model comparison — and what a posterior buys you
7. Lab 2, running on the IE-CoR data
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Substitution Models: Mk and Asymmetry
The Mk model (Lewis 2001): equal rates of gain and loss across all state
pairs. The standard default for cognate matrices, and the linguistic
analogue of Jukes–Cantor. Equal rates — so the model cannot tell the
two directions apart.

Asymmetric rates. MrBayes does not parameterise this with two free
rates. It uses the stationary frequencies  and one overall
rate , so gain and loss are not free parameters at all; they fall out of :

In Lab 2 you will read that equation off your own output. Lab 2
estimates , so : a cognate set is lost 125 times
more readily than it is independently coined.
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Reversibility and the Root
Every two-state chain satisfies detailed balance, , including the asymmetric model, despite .

Consequence (Felsenstein's pulley principle): under a reversible model with a stationary root, the likelihood is independent of where the
root sits. The data cannot locate it.

Two rootings of one unrooted tree, same branch lengths, same data. Under Mk they have exactly the same likelihood, printed under each panel; the data
cannot choose. Lab 2 chooses with calibrations, not with the substitution model.

So Mk and the asymmetric binary model deliver an unrooted tree. Rooting needs information from outside the substitution model, and in
practice that means a clock: assume the rate of change is reasonably steady through time, and the root becomes the one point from which all
the tips are equally far. Calibrations — ancient or attested languages whose dates we know — then pin that to absolute time (later today).

The textbook alternative is an outgroup, but Indo-European has none to offer: there is no securely related family outside it to hang the root
on. For us the clock does the work.
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Ascertainment Bias
MrBayes estimates  on this data. But 15.6 % of our matrix is 1s (a factor of twenty apart). Which is
wrong?

Neither. A cognate set no language kept is unobservable: it never enters the matrix at all. So the model describes
all the cognate sets there could be, almost none of which any language has. We only ever see the 1,030 that at
least one language kept, and 594 of those are held by exactly one. The 15.6 % is what survives the filter;

 is what the process looks like before it.

Lewis (2001) correction: condition on the character being observable — divide by . That is Lab 2's
lset coding=noabsencesites; ignoring it overestimates branch lengths.

Not coding=variable, which divides by  and so conditions away the all-ones pattern too. For cognate
data that is wrong: a set every language kept is perfectly observable. Only the all-zero class is invisible. 5 / 19



Rate Variation Across Characters
Cognate sets evolve at very different rates: I, two, who are very slow; culture-specific concepts are fast.
Forcing a single rate on every character causes long-branch attraction artefacts, so let the rate  of
character  be a random variable: , with  so that the overall rate stays anchored
by the branch lengths.

Small : high rate variation. Large : rates converge to 1.

The likelihood integrates over , approximated by  equal-probability categories ( ; Yang 1994) at
one extra parameter, . Lab 2 estimates  (95 % CI 1.52–3.32) on our 1,030 characters: real but
moderate rate variation, and comfortably far from the  that would make the parameter pointless.
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Computing the Likelihood: Felsenstein (1981)
Naively: sum over all  assignments of states to internal nodes (exponential in ). Felsenstein's pruning algorithm does it in one
bottom-up pass.

Every node carries one number per state, not one number.
 is the probability of everything observed below  —

given that  itself is in state . We do not know which state
that is, so we keep a value for each: with two states, every
node holds a pair .

At a leaf: a tip observed as 1 gets  — given state 1 the
data are certain, given state 0 impossible.

At an internal node: work out  for each state  in
turn, from the children's pairs (the picture, right).

At the root: weight the two entries by  and add.

for reference: 

Everything up to here exists to give those three steps their 
and their . The whole pass costs , linear in
the tree, which matters because MCMC evaluates it millions
of times.
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ignis → focus: Pruning by Hand
Latin and the three Romance languages, with the real branch lengths from Lab 2's tree. Character 774 = a reflex of *h₁ngʷnis; plain
Mk, , to keep the arithmetic readable. Fill in bottom-up — each internal node gets , the root sums against

 — with n23, French and Italian's ancestor, worked out in full.

One number, from four observations and five branch lengths.
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Mk Cannot Tell Loss From Gain
Now character 877, focus (the mirror image): Latin 0, Romance 1.

Identical likelihoods under Mk. Relabelling  leaves the model unchanged, so these two data patterns are indistinguishable to it. Nothing
in Mk can prefer Romance lost ignis over Romance coined focus.

The asymmetric model breaks that symmetry ( , so ) and does prefer the loss reading — but only by 2.1×, not by
125×. Both patterns need exactly one event, on the same branch; what differs is the state they must start from:

as a loss: the Romance ancestor must be 1, which  makes rare (0.008) — then one cheap loss. The posterior agrees:

as a gain: the ancestor is the usual 0, free — then one rare gain

A cheap event from an improbable start, against a costly event from a likely one. The two almost cancel, and 2.1× is what survives.
Whether Mk or asymmetric rates fit IE-CoR better is an empirical question — answered with Bayes factors, at the end of this lecture.
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Bayes' Theorem for Phylogenetics
The likelihood is now in hand. Bayesian inference asks a different question of it:
not which single tree maximises it, but how much of the probability mass each tree
carries.

: likelihood — the pruning algorithm, just now
: prior over trees and parameters

: marginal likelihood (normalising constant)
: posterior (what we want)

The posterior cannot be computed analytically: tree space is combinatorially vast
and  requires integrating over it.

Solution: sample from the posterior using MCMC. 10 / 19



Markov Chain Monte Carlo
Goal: draw samples  from .

Key idea: build a Markov chain whose stationary distribution is the posterior. At each step, propose a
new tree and parameters, then accept or reject by a rule (Metropolis–Hastings) that compares how well
the proposal explains the data against how well the current state does. Uphill moves are always taken;
downhill moves are taken sometimes, which is what stops the chain getting stuck.

After a burn-in, the sampled trees approximate the posterior, and the fraction of them containing a given
clade is its posterior clade probability.

Metropolis coupling (mc3): run several chains at different "temperatures" in parallel. The hot ones cross
valleys the cold one cannot, and only the cold chain is sampled.

That leaves one question: what does it mean to propose a new tree?
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Proposing a New Tree

NNI — local swap
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SPR — prune & regraft
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TBR — bisect & reconnect
NNI collapses one internal branch and re-resolves it the other way: the smallest possible step, and easily trapped in a local optimum. SPR detaches a subtree and

regrafts it anywhere. TBR cuts the tree in two and rejoins the halves by any pair of branches — the largest move, and the one most likely to be rejected. MrBayes
proposes a mixture of all three, alongside moves that slide branch lengths and scalar parameters.
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Priors: Topology
The tree topology prior specifies which tree shapes are a
priori more probable.

Uniform: all labelled topologies equally likely
(MrBayes default)
Birth–death process: a generative model of lineage
splitting and extinction, with birth rate  and death
rate 
Fossilised birth–death: allows sampled ancestors,
an attested language sitting on a branch rather than
only at a tip (next slide)

(Note:  and  here, not  and ; those were cognate gain
and loss, earlier today.)

For topology the choice usually matters little. For dates it
can matter a great deal: the tree prior shapes the
distribution of node ages, which is exactly why Heggarty et
al. adopted the fossilised birth–death.

A tree sampled from a birth–death prior. The prior is a

distribution over trees, so we can draw from it before seeing

any data.
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Sampled Ancestors: Can a Language Be Its Own Ancestor?
Standard tree models put every observed language at a tip. But we have Latin, Ancient Greek, Vedic Sanskrit:
ancestors, or sisters of the ancestor?

The fossilised birth–death prior lets an attested
language sit on a branch. Heggarty et al. (2023) call this
a sampled ancestor: the innovation their title names.

The prior expects many. The data find almost none.

prior: a modal 28 of the 52 ancient languages
posterior: only two above 50 %, Classical
Armenian and one variety of Greek
Classical Latin is not among them

So our Latin is a written register beside the spoken
language that became Romance. That is the tree we
pruned by hand earlier today.

Heggarty et al. (2023), Fig. 3. Light grey: prior. Dark grey: posterior.

Educational use.

Why it matters: earlier analyses enforced direct ancestry. On the older IELex data that pulls the root 42 % younger,
from 8629 to 4997 yr BP. 14 / 19



Priors: Branch Lengths and Rates
Branch lengths (expected substitutions per character, as above). Two families are on offer:

a compound Dirichlet–Gamma prior — a Gamma on total tree length, and a flat Dirichlet splitting it among
branches. This is the default
an exponential prior on each branch length independently

Substitution rate (clock): log-normal or exponential, anchored by calibrations. Rate variation : uniform or
exponential on .

Do not simply trust the default. In a non-clock analysis of our own IE-CoR data, the default compound prior
failed to converge at all: after 2,000,000 generations the two runs still sat in different modes (tree length 0.026 vs
0.129; PSRF 2.3 and 3.6). The plain exponential prior converged cleanly on the same data — while being the one
known to inflate branch lengths.

One prior inflates branch lengths; the other would not mix. There is no safe default — which is why you
check convergence before you read anything off a tree.

With a clock, brlenspr changes entirely: you give a tree prior instead (clock:birthdeath), and branch
lengths follow from node times × rate. That is what Lab 2 does, and it is what buys you a rooted, dated tree.
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What a Posterior Buys You
Not just trees: every parameter gets a full distribution, not a single number. Here, the age of the root of our own
thirteen-language tree.

A point estimate would report 6,040 years BP and stop. The posterior says the data support anything from 4,700 to 8,200 — an interval wide

enough to hold both of the rival origin scenarios we take up tomorrow. Reporting the median alone would have concealed exactly the

uncertainty the debate is about. In Lab 2 you will drop the three published dates onto this very distribution yourself. (Thirteen

languages, for teaching; not a publishable estimate.)
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Divergence Time Estimation and Calibration
By default MrBayes gives branch lengths in substitution units (expected changes per character). Absolute
dates need a clock model plus calibration points.

Strict clock: every branch evolves at the same rate , so . Relaxed clock: the rate
varies from lineage to lineage, one per branch, drawn from a shared distribution.

This is what Lab 2 runs — clockvarpr=igr, a relaxed clock with independent rates per branch. The tree
and the dates are estimated jointly, in one chain. Gray & Atkinson (2003) could not yet do that: they inferred
a topology first and dated it in a second step, by rate-smoothing.

Calibration anchors the rate to absolute time with known node ages: ancient attestations (Lab 2 fixes Latin
at 2,100, Ancient Greek at 2,450 and Vedic Sanskrit at 3,200 years BP), historical splits (Romance began
diverging after ~400 CE, hence  years BP), sometimes archaeological
correlates.

A calibration is a prior, not a fact. The interval must be wide enough to cover genuine uncertainty about the
node's age. Multiple calibrations sharpen the estimate; conflicting ones are a signal of model misspecification.
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Bayes Factors for Model Comparison
The Bayes factor compares two models  vs. :

Interpretation (Jeffreys):
Evidence for 

1–3 0–1.1 barely worth mentioning
3–10 1.1–2.3 substantial
10–100 2.3–4.6 strong
> 100 > 4.6 decisive

The marginal likelihood is the hard part. Use stepping-stone or bridge sampling. The harmonic
mean estimator, once standard, is unreliable and should be avoided.
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Lab 2: Bayesian Phylogenetics with MrBayes
It runs in your browser. There is nothing to install.

https://profgerhard.de/naxos2026/labs/lab02.html

MrBayes is a C binary, so it cannot run in a browser, and a real chain takes over an hour anyway. The output is
therefore precomputed. The lab does the part you would actually do: analyse it.

1. Convergence, read from MrBayes's own .pstat: PSRF ≤ 1.009, minimum ESS 246, ASDSF 0.003
2. The dated consensus tree, via treeio::read.mrbayes(). Not ape::read.nexus(), which silently

throws the [&prob=…] clade supports away and leaves you plotting node numbers
3. DensiTree over the whole posterior, with ggtree::ggdensitree()

Then look at what comes back: all five Indo-European branches sit at posterior 1.00, and every deep node at
0.75 or below. Confident about the branches, close to clueless about how they relate to each other. That is the
honest state of the field, and it is this whole course in one figure.

The code is ordinary ape + treeio + ggtree; it copies straight into RStudio at home.

Reading — Felsenstein (1981), J. Mol. Evol. 17, 368–376; Lewis (2001), Syst. Biol. 50, 913–925; Yang (1994), J. Mol. Evol. 39, 306–314; Huelsenbeck &

Ronquist (2001); Ronquist & Huelsenbeck (2003); Ronquist et al. (2012, Syst. Biol. 61); Chang et al. (2015, Language 91). Full list:

https://profgerhard.de/naxos2026/reading-list.html
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